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Abstract. The objective of this work is the comparison of two types of feature
sets for the classification of encrypted traffic such as SSH. To this end, two
learning algorithms – RIPPER and C4.5 – are employed using packet header
and flow-based features. Traffic classification is performed without using
features such as IP addresses, source/destination ports and payload information.
Results indicate that the feature set based on packet header information is
comparable with flow based feature set in terms of a high detection rate and a
low false positive rate.
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1   Introduction

In this work our objective is to explore the utility of two possible feature sets –
Packet header based and Flow based – to represent the network traffic to the machine
learning algorithms. To this end, we employed two machine learning algorithms –
C4.5 and RIPPER [1] – in order to classify encrypted traffic, specifically SSH (Secure
Shell). In this work, traffic classification is performed without using features such as
IP addresses, source/destination ports and payload information. By doing so, we aim
to develop a framework where privacy concerns of users are respected but also an
important task of network management, i.e. accurate identification of network traffic,
is achieved. Having an encrypted payload and being able to run different applications
over SSH makes it a challenging problem to classify SSH traffic.

Traditionally, one approach to classifying network traffic is to inspect the payload
of every packet. This technique can be extremely accurate when the payload is not
encrypted. However, encrypted applications such as SSH imply that the payload is
opaque. Another approach to classifying applications is using well-known TCP/UDP
port numbers. However, this approach has become increasingly inaccurate, mostly
because applications can use non-standard ports to by-pass firewalls or circumvent
operating systems restrictions. Thus, other techniques are needed to increase the
accuracy of network traffic classification.

The rest of this paper is organized as follows. Related work is discussed in section
2. Section 3 details the methodology followed. Aforementioned machine learning
algorithms are detailed in Section 4, and the experimental results are presented in
Section 5. Finally, conclusions are drawn and future work is discussed in Section 6.



2   Related Work

In literature, Zhang and Paxson present one of the earliest studies of techniques
based on matching patterns in the packet payloads [2]. Early et al. employed a
decision tree classifier on n-grams of packets for classifying flows [3]. Moore et al.
used Bayesian analysis to classify flows into broad categories [4]. Karagiannis et al.
proposed an approach that does not use port numbers or payload information [5], but
their system cannot classify distinct flows. Wright et al. investigate the extent to
which common application protocols can be identified using only packet size, timing
and direction information of a connection [6]. They employed a kNN and HMM
learning systems to compare the performance. Their performance on SSH
classification is 76% detection rate and 8% false positive rate. Bernaille et al.
employed first clustering and then classification to the first three packets in each
connection to identify SSL connections [7]. Haffner et al. employed AdaBoost,
Hidden Markov Models (HMM), Naive Bayesian and Maximum Entropy models to
classify network traffic into different applications [8]. Their results showed AdaBoost
performed the best on their data sets. In their work, the classification rate for SSH was
86% detection rate and 0% false positive rate but they employed the first 64 bytes of
the payload. Recently, Williams et al. [9] compared five different classifiers –
Bayesian Network, C4.5, Naive Bayes (two different types) and Naive Bayes Tree –
using flows. They found that C4.5 performed better than the others. In our previous
work [10], we employed RIPPER and AdaBoost algorithms for classifying SSH
traffic. RIPPER performed better than AdaBoost by achieving 99% detection rate and
0.7% false positive rate.  However, in that work, all tests were performed using flow
based feature sets, whereas in this work we not only employ other types of classifiers
but also investigate the usage of packet header based feature sets.

3   Methodology

In this work, RIPPER and C4.5 based classifiers are employed to identify the most
relevant feature set – Packet header vs. Flow – to the problem of SSH traffic
classification. For packet header based features used, the underlying principle is that
features employed should be simple and clearly defined within the networking
community. They should represent a reasonable benchmark feature set to which more
complex features might be added in the future. Given the above model, Table 1 lists
the packet header Feature Set used to represent each packet to our framework.

Table 1.  Packet Header Based Features Employed

IP Header length IP Fragment flags
IP Time to live IP Protocol
TCP Header length TCP Control bits
Payload length (derived) Inter-arrival time (derived)

In the above table, payload length and inter-arrival time are the only two features,
which are not directly obtained from the header information but are actually derived
using the data in the header information. In the case of inter-arrival time, we take the
difference in milliseconds between the current packet and the previous packet sent



from the same host within the same session. In the case of payload length, we
calculate it using Eq. 1 for TCP packets and using Eq. 2 for UDP packets.

Payload length = IPTotalLength - (IPHeaderLength x 4) - (TCPHeaderLength x 4) (1)

Payload length = IPTotalLength - (IPHeaderLength x 4) – 8 (2)

For the flow based feature set, a feature is a descriptive statistic that can be
calculated from one or more packets for each flow. To this end, NetMate [11] is
employed to generate flows and compute feature values. Flows are bidirectional and
the first packet seen by the tool determines the forward direction. We consider only
UDP and TCP flows that have no less than one packet in each direction and transport
no less than one byte of payload. Moreover, UDP flows are terminated by a flow
timeout, whereas TCP flows are terminated upon proper connection teardown or by a
flow timeout, whichever occurs first. The flow timeout value employed in this work is
600 seconds [12]. We extract the same set of features used in [9, 10] to provide a
comparison environment for the reader, Table 2.

Table 2.  Flow Based Features Employed

Protocol Duration of the flow
# Packets in forward direction # Bytes in forward direction
Min forward inter-arrival time # Bytes in backward direction
Std. deviation of forward inter-arrival times # Packets in backward direction
Mean forward inter-arrival time Mean backward inter-arrival time
Max forward inter-arrival time Max backward inter-arrival time
Std. deviation of backward inter-arrival times Min backward inter-arrival time
Min forward packet length Mean forward packet length
Max forward packet length Min backward packet length
Std deviation of forward packet length Std. deviation of backward packet length
Mean backward packet length Max backward packet length

Fig. 1. Generation of network traffic for the NIMS data set.

In our experiments, the performance of the different machine learning algorithms is
established on two different traffic sources: Dalhousie traces and NIMS traces.

- Dalhousie traces were captured by the University Computing and Information
Services Centre (UCIS) in January 2007 on the campus network between the



university and the commercial Internet. Given the privacy related issues university
may face, data is filtered to scramble the IP addresses and further truncate each packet
to the end of the IP header so that all payload is excluded. Moreover, the checksums
are set to zero since they could conceivably leak information from short packets.
However, any length information in the packet is left intact. Thus the data sets given
to us are anonymized and without any payload information. Furthermore, Dalhousie
traces are labeled by a commercial classification tool (deep packet analyzer) called
PacketShaper [13] by the UCIS. This provides us the ground truth for the training.
PacketShaper labeled all traffic either as SSH or non-SSH.

- NIMS traces consist of packets collected on our research test-bed network. Our
data collection approach is to simulate possible network scenarios using one or more
computers to capture the resulting traffic. We simulate an SSH connection by
connecting a client computer to four SSH servers outside of our test-bed via the
Internet, Figure 1.We ran the following six SSH services: (i) Shell login; (ii) X11; (iii)
Local tunneling; (iv) Remote tunneling; (v) SCP; (vi) SFTP. We also captured the
following application traffic: DNS, HTTP, FTP, P2P (limewire), and Telnet. These
traces include all the headers, and the application payload for each packet.

Since both of the traffic traces contain millions of packets (~40 GB of traffic). We
performed subset sampling to limit the memory and CPU time required for training
and testing.  Subset sampling algorithms are a mature field of machine learning in
which it has already been thoroughly demonstrated that performance of the learner
(classifier) is not impacted by restricting the learner to a subset of the exemplars
during training [14]. The only caveat to this is that the subset be balanced. Should one
samples without this constraint one will provide a classifier which maximizes
accuracy, where this is known to be a rather poor performance metric. However, the
balanced subset sampling heuristic here tends to maximize the AUC (measurements
of the fraction of the total area that falls under the ROC curve) statistic, a much more
robust estimator of performance [14].

Thus, we sub-sampled 360,000 packets from each aforementioned data source.
The 360,000 packets consist of 50% in-class (application running over SSH) and 50%
out-class. From the NIMS traffic trace, we choose the first 30000 packets of X11,
SCP, SFTP, Remote-tunnel, Local-tunnel and Remote login that had payload size
bigger than zero. These packets are combined together in the in-class. The out-class is
sampled from the first 180000 packets that had payload size bigger than zero. The
out-class consists of the following applications FTP, Telnet, DNS, HTTP and P2P
(lime-wire). On the other hand, from the Dalhousie traces, we filter the first 180000
packets of SSH traffic for the in-class data. The out-class is sampled from the first
180000 packets. It consists of the following applications FTP, DNS, HTTP and MSN.
We then run these data sets through NetMate to generate the flow feature set. We
generated 30 random training data sets from both sub-sampled traces. Each training
data set is formed by randomly selecting (uniform probability) 75% of the in-class
and 75% of the out-class without replacement. In case of Packet header feature set,
each training data set contains 270,000 packets while in case of NetMate feature set,
each training data set contains 18095 flows (equivalent of 270,000 packets in terms of
flows), Table 3. In this table, some applications have packets in the training sample
but no flows. This is due to the fact that we consider only UDP and TCP flows that
have no less than one packet in each direction and transport no less than one byte of
payload.



Table 3.  Private and Dalhousie Data Sets

SSH FTP TELNET DNS HTTP P2P (limewire)
NIMS Training Sample for IPheader (total = 270000) x 30

135000 14924 13860 17830 8287 96146
NIMS Training Sample for NetMate (total = 18095) x 30

1156 406 777 1422 596 13738
SSH FTP TELNET DNS HTTP MSN

Dalhousie Training Sample for IPheader (total = 270000) x 30
135000 139 0 2985 127928 3948

Dalhousie Training Sample for NetMate (total = 12678) x 30
11225 2 0 1156 295 0

4   Classifiers Employed

In order to classify SSH traffic; two different machine learning algorithms –
RIPPER and C4.5 – are employed. The reason is two-folds: As discussed earlier
Williams et al. compared five different classifiers and showed that a C4.5 classifier
performed better than the others [9], whereas in our previous work [10], a RIPPER
based classifier performed better than the AdaBoost, which was shown to be the best
performing model in [8].

RIPPER, Repeated Incremental Pruning to Produce Error Reduction, is a rule-
based algorithm, where the rules are learned from the data directly [1]. Rule induction
does a depth-first search and generates one rule at a time. Each rule is a conjunction
of conditions on discrete or numeric attributes and these conditions are added one at a
time to optimize some criterion. In RIPPER, conditions are added to the rule to
maximize an information gain measure [1]. To measure the quality of a rule,
minimum description length is used [1]. RIPPER stops adding rules when the
description length of the rule base is 64 (or more) bits larger than the best description
length. Once a rule is grown and pruned, it is added to the rule base and all the
training examples that satisfy that rule are removed from the training set. The process
continues until enough rules are added. In the algorithm, there is an outer loop of
adding one rule at a time to the rule base and inner loop of adding one condition at a
time to the current rule. These steps are both greedy and do not guarantee optimality.

C4.5 is a decision tree based classification algorithm. A decision tree is a
hierarchical data structure for implementing a divide-and-conquer strategy. It is an
efficient non-parametric method that can be used both for classification and
regression. In non-parametric models, the input space is divided into local regions
defined by a distance metric. In a decision tree, the local region is identified in a
sequence of recursive splits in smaller number of steps. A decision tree is composed
of internal decision nodes and terminal leaves. Each node m  implements a test
function fm(x) with discrete outcomes labeling the branches. This process starts at the
root and is repeated until a leaf node is hit. The value of a leaf constitutes the output.
A more detailed explanation of the algorithm can be found in [1].



5   Experimental Results

In this work we have 30 training data sets. Each classifier is trained on each data
set via 10-fold cross validation. The results given below are averaged over these 30
data sets. Moreover, results are given using two metrics: Detection Rate (DR) and
False Positive Rate (FPR). In this work, DR reflects the number of SSH flows
correctly classified, whereas FPR reflects the number of Non-SSH flows incorrectly
classified as SSH. Naturally, a high DR rate and a low FPR would be the desired
outcomes. They are calculated as follows:

DR = 1 _ (#FNClassifications / TotalNumberSSHClassifications)
FPR = #FPClassifications / TotalNumberNonSSHClassifications

where FN, False Negative, means SSH traffic classified as non- SSH traffic. Once the
aforementioned feature vectors are prepared, RIPPER, and C4.5, based classifiers are
trained using WEKA [15] (an open source tool for data mining tasks) with its default
parameters for both algorithms.

Tables 4 and 6 show that the difference between the two feature sets based on DR
is around 1%, whereas it is less than 1% for FPR. Moreover, C4.5 performs better
than RIPPER using both feature sets, but again the difference is less than 1%. C4.5
achieves 99% DR and 0.4% FPR using flow based features. Confusion matrixes,
Tables 5 and 7, show that the number of SSH packets/flows that are misclassified are
notably small using C4.5 classifier.

Table 4.  Average Results for the NIMS data sets

Classifiers Employed IP-header Feature NetMate Feature
DR FPR DR FPR

RIPPER for Non-SSH 0.99 0.008 1.0 0.002
RIPPER for –SSH 0.991 0.01 0.998 0.0
C4.5 for Non-SSH 0.991 0.007 1.0 0.001
C4.5 for –SSH 0.993 0.01 0.999 0.0

Table 5.  Confusion Matrix for the NIMS data sets

Classifiers Employed IP-header Feature NetMate Feature
Non-SSH SSH Non-SSH SSH

RIPPER for Non-SSH 133531 1469 16939 0
RIPPER for –SSH 1130 133870 2 1154
C4.5 for Non-SSH 133752 1248 16937 2
C4.5 for –SSH 965 134035 1 1155

Table 6.  Average Results for the Dalhousie data sets

Classifiers Employed IP-header Feature NetMate Feature
DR FPR DR FPR

RIPPER for Non-SSH 0.974 0.027 0.994 0.0008
RIPPER for –SSH 0.972 0.025 0.999 0.005
C4.5 for Non-SSH 0.98 0.02 0.996 0.0004
C4.5 for –SSH 0.98 0.02 0.999 0.004



Table 7.  Confusion Matrix for the Dalhousie data sets

Classifiers Employed IP-header Feature NetMate Feature
Non-SSH SSH Non-SSH SSH

RIPPER for Non-SSH 131569 3431 1445 8
RIPPER for –SSH 3696 131304 8 11217
C4.5 for Non-SSH 13239 2651 1447 6
C4.5 for –SSH 2708 132292 5 11220

Results reported above are averaged over 30 runs, where 10-fold cross validation
is employed at each run. In average, a C4.5 based classifier achieves a 99% DR and
almost 0.4% FPR using flow based features and 98% DR and 2% FPR using packet
header based features. In both cases, no payload information, IP addresses or port
numbers are used, whereas Haffner et al. achieved 86% DR and 0% FPR using the
first 64 bytes of the payload of the SSH traffic [8]. This implies that they have used
the un-encrypted part of the payload, where the handshake for SSH takes place. On
the other hand, Wright et al. achieved a 76% DR and 8% FPR using packet size, time
and direction information only [6]. These results show that our proposed approach
achieves better performance in terms of DR and FPR for SSH traffic than the above
existing approaches in the literature.

6   Conclusions and Future Work

In this work, we investigate the performance of two feature sets using C4.5 and
RIPPER learning algorithms for classifying SSH traffic from a given traffic trace. To
do so, we employ data sets generated at our lab as well as employing traffic traces
captured on our Campus network. We tested the aforementioned learning algorithms
using packet header and flow based features. We have employed WEKA (with default
settings) for both algorithms. Results show that feature set based on packet header is
compatible with the statistical flow based feature set. Moreover, C4.5 based classifier
performs better than RIPPER on the above data sets. C4.5 can achieve a 99% DR and
less than 0.5% FPR at its test performance to detect SSH traffic. It should be noted
again that in this work, the objective of automatically identifying SSH traffic from a
given network trace is performed without using any payload, IP addresses or port
numbers. This shows that the feature sets proposed in this work are both sufficient to
classify any encrypted traffic since no payload or other biased features are employed.
Our results are encouraging to further explore the packet header based features. Given
that such an approach requires less computational cost and can be employed on-line.

Future work will follow similar lines to perform more tests on different data sets
in order to continue to test the robustness and adaptability of the classifiers and the
feature sets. We are also interested in defining a framework for generating good
training data sets. Furthermore, investigating our approach for other encrypted
applications such as VPN and Skype traffic is some of the future directions that we
want to pursue.
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